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• Batch Processes – Includes recurring billing and settlement. Like the database, this is not very resource

intensive unless you have large transaction loads

Figure 1 --SPS Logical Diagram

3.0 SPS Single Server Install

Both the Standard and Enterprise editions of SPS can be installed on a single machine. Microsoft SQL
Server 2000 or 2005 and IIS are required for SPS to work properly. Windows Server 2003 is
recommended for SPS, but you can also use Windows 2000 and Windows XP Pro. Microsoft SQL Server
2000 cannot be installed on Windows XP or Windows 2000 Professional. Instead, you need to install the
Microsoft SQL Server 2000 Desktop Engine (MSDE 2000).

While a single installation of SPS can easily handle more than 1000 transactions per day, it is doubtful

that a merchant would wish to have all components of SPS installed on one physical machine with this

transaction load. If any piece of hardware on this server were to fail, no transactions would be able to

process until the server was been fixed. By separating the SPS onto multiple machines, you add

redundancy so a single hard drive failure will not cause you any significant down time (see sections 4.0

and 5.0 for more information). This can also make applying patches and upgrades much easier.

There are several things you can do to help minimize the effects of hardware failure on a single server

installation. The most common, and damaging, hardware to “go bad” is a hard drive. Not only will hard

drive failure cause you to lose data, it also means you have to completely reinstall Windows, SQL Server
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and the SPS before you can start processing transactions again. The easiest way to counter this problem

is by using a RAID configuration.

3.1 Hard Drives and RAID

There are several different RAID configurations to use, but for a single server installation, RAID 1 is
recommended. RAID 1 takes two hard drives (a primary and secondary) and mirrors them. This means
everything from your primary hard drive is copied to your secondary drive. In the event that your
primary hard drive fails, the secondary drive will immediately take over without interruption to the
server. This is achieved because Windows views a RAID 1 array as a single logical disk. Now you can
replace the failed hard drive with a new one and again achieve a redundant mirrored array.

In order to get RAID 1 functionality on your server, you need to have a motherboard with a built in RAID

controller or purchase a separate RAID controller that supports RAID 1. RAID 1 can be supported on both

IDE and SCSI hard drives. Deciding which type of hard drives to get depends on what type of

performance you would like to achieve and how much money you want to spend.

Unless you are doing hundreds of transactions per minute, IDE hard drives will work fine. SPS averages

1-5 seconds per transaction, and each transaction takes up 1 to 5 Kilobytes of space in the database. The

more transactions you are doing, the faster hard drive will benefit performance.

3.2 Summary

SPS can be installed on a single server and handle thousands of transactions per day. By implementing

RAID 1 and backing up your data periodically, SPS is a cost effective solution for merchants who want an

easy to use payment processing solution. Before you install SPS, be sure to research what your

transaction load is and come up with a plan for how you want to backup your data. Also realize that as

your needs change, SPS can be modified to run on multiple servers to handle millions of transactions per

day and provide 99.9% uptime.

4.0 SQL Clustering

Microsoft SQL Server 2000/2005 is a robust database engine that provides a reliable backend for SPS. By
purchasing SPS Enterprise Edition, you can have the database run on a separate machine or cluster from
the SPS Transaction server. This allows merchants to take advantage of existing SQL installations or build
out more scalable, redundant server farms.

SPS has been optimized for SQL Server 2000/2005 and supports both shared disk (for high performance)

and shared nothing (for cross datacenter replication) database clusters. SPS also supports separation of

OLTP and OLAP architecture, allowing connections to two different SQL Servers (or clusters). The OLTP
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database can then handle all payment transactions and SPS preferences while the OLAP database can be

used for resource intensive reporting.

Figure 2

In order to make SQL Server more powerful, the easiest step is to buy robust hardware. Buying a system

with 2 or more processors, fast bus speeds, multiple GB of RAM, redundant power supplies,

implementing RAID 1, 5 or 10, and isolating the data from the transaction logs are simple steps to

achieve a very fast and reliable server to run SQL Server on. However, having only one server is still a

single point of failure.

In order to eliminate this single point of failure, you get another server running SQL Server. Then you

can implement a solution to either have both SQL Servers working together (active/active), or have one

SQL Server be on standby incase the primary SQL Server fails (active/passive). There are several ways to

achieve these setups. We will touch on how to use Microsoft’s failover clustering (see section 4.1) as

well as using active/active setups (see section 4.2).

Before moving on, it is important to understand what a “cluster” is.

A cluster is a group of independent nodes (or servers) working together as a single system. In a client

server environment, clients interact with a cluster as though it were a single entity. If one node in a

cluster fails, its workload can be automatically distributed among the surviving nodes.
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4.1 Active/Passive (Failover) Cluster

The goal in architecting a fault tolerant system is to eliminate as many single points of failure as

possible. By setting up a SQL failover cluster between two nodes, you effectively protect yourself if one

of your SQL Servers fails. Start by getting two servers with similar hardware installed with Windows and

SQL Server 2000/2005 Enterprise Edition. Each server gets assigned its own IP address (in this example,

we will use 192.168.1.101 and 192.168.1.102). When configuring SQL Server to work in a failover cluster,

you will assign the cluster a virtual IP (192.168.1.100). The virtual IP is what you will have the SPS talk to.

The clustering technology then directs traffic to the primary server in the cluster.

Figure 3 -- SQL Failover Cluster

If the primary database cannot be reached, then the virtual IP will automatically start routing traffic to

the secondary database. While both databases are online, data is replicated between them so they are

both up-to-date. Then when a failure occurs (of if you want to install updates), the other server will be

able to take over without losing data.

4.2 Active/Active Cluster

With an Active/Active cluster, multiple nodes can work together to increase performance and act as a

failover mechanism. Below are diagrams of the two most common SQL Cluster architectures. The first
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operates as a large single server made up of many nodes. Each node connects to a single shared disk

array allowing for load to be distributed among nodes without having to worry about replicating data.

The second also operates as one large server, but each node is quite separate from the rest and data is

replicated among all nodes.

Figure 4 -- Shared Disk Array

Both methods have pros and cons. Using a shared disk array requires more expensive equipment and

software, however, you can build a much more powerful cluster. Using data replication can be network

and resource intensive, but is much cheaper to implement. Before deciding which method to use, be

sure to consult with your hardware vendors or contact Hypercom.

4.3 Summary

In either instance above, it is recommended to use RAID 5 for SQL Server hard drive configurations. RAID

5 allows for larger numbers of hard drives to be brought together as a single logical disk. Any one of

these hard drives can fail without causing data loss. In addition to this, you can allocate an additional

Figure 5 -- Data Replication
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hard drive as a “hot spare”. If one of the RAID 5 hard disks fails, the hot spare will take its place. (Note: if

two hard drives were to fail at the same time, you would lose all data).

SQL Server 2000/2005 Enterprise Edition supports failover clustering. For more information on how to

implement this, please visit Microsoft’s Web site at:

2000 - http://msdn.microsoft.com/library/en-us/adminsql/ad_clustering_2icn.asp

2005 - http://support.microsoft.com/kb/327518

There are also many 3rd party hardware and software solutions available. Below are several companies

with well respected solutions. Be sure to consult with Hypercom before purchasing a solution:

• HP – http://www.hp.com

• Dell – http://www.dell.com

• Incepto – http://www.incepto.com

• Legato – http://www.legato.com

5.0 Load Balancing SPS

Load balancing SPS is a great way to increase performance and handle failover automatically. The idea
behind load balancing is that traffic coming into SPS is routed to multiple servers rather than just one. In
order to do this, SQL Server needs to be running on a separate machine from the SPS.

Figure 6
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Transactions can be distributed to each SPS node equally, or based on a multitude of rules depending on

the load balancing solution you are using. Customers looking at very large transaction loads might even

consider installing SPS in multiple datacenters and utilizing global load balancing to distribute loads

between two or more locations. This helps counteract internet traffic bottlenecks and also provides a

fully redundant datacenter incase of a major disaster.

Any session state that SPS uses is stored in SQL Server. This means in a load balanced environment, a

user can hit any of the nodes at any time once they have been authenticated and not lose session state.

There are two methods of load balancing we recommend: Microsoft Network Load Balancing (NLB) built

in to Windows Server 2003 (section 5.1) or a hardware based solution (section 5.2).

5.1 Windows Server 2003 Network Load Balancing

Network Load Balancing (NLB) is a clustering technology offered by Microsoft as part of Windows Server

2003. NLB uses a distributed algorithm to load balance network traffic across a number of hosts, helping

to enhance the scalability and availability of mission critical, IP-based services, such as Web, Virtual

Private Networking, Streaming Media, Terminal Services, Proxy, etc. It also provides high availability by

detecting host failures and automatically redistributing traffic to operational hosts.

In section 4 we talked about server clusters. Microsoft Clustering Services (MSCS) uses a collection of

servers that together provide a single, highly available platform for hosting applications. Applications

can be failed over to ensure high availability in the event of planned downtime due to maintenance or

unplanned downtime due to hardware, Operating System or application failures. Server clusters provide

a highly available platform for applications such as SQL Server, Exchange Server data stores, file and

print servers, etc. Server clusters are used for stateful applications that rely on some state context from

one request to the next.

NLB is not the same thing as MSCS. NLB clusters dynamically distribute the flow of incoming TCP and

UDP traffic among the defined nodes according to a set of traffic-handling rules. NLB clusters provide a

highly available and scalable platform for applications such as IIS, ISA server, etc. NLB is used for

stateless applications; i.e. those that do not build any state as a result of a request.

NLB and MSCS compliment each other in complex architectures: NLB is used for load balancing requests

between front-end web servers while MSCS provides high availability for backend database access. NLB

and MSCS cannot be used on the same set of servers. Both MSCS and Network Load Balancing clusters

control and configure network adapters. Since they are not aware of each other, configuring one can

interfere with the other on the same server.
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For more information on setting up and using Microsoft’s NLB on Windows 2003, see the following links:

Designing NLB: http://www.microsoft.com/technet/prodtechnol/windowsserver2003/proddo

cs/deployguide/SDCBD_N LB_OVERVI EW.asp

Deploying NLB: http://www.microsoft.com/technet/prodtechnol/windowsserver2003/proddo

cs/deployguide/SDCBE_DN B_OVERVI EW.asp

5.2 Hardware Load Balancing

There are quite a few hardware based load balancing solutions available today. While similar in

functionality to NLB, hardware based solutions are usually modular and dedicated to routing network

traffic to individual devices. This hardware can range in price from several thousand dollars to over

$50,000 depending on what features you want.

We suggest purchasing a solution that has built in redundancy. This would mean either a chassis based

solution that has redundant power supplies, and controllers or a model where you can purchase two

and have them run in active/passive mode. Otherwise you have a single point of failure.

Figure 7





13

• SPS Standard Edition was designed to install on a single server in a private network. If you need

SPS to be accessible via the Internet, then SPS Enterprise Edition is highly recommended.

• Just separating the SQL Server onto a separate box and running two front end

administrative/transaction servers is a very powerful solution that could reach support for one million

transactions per day depending on hardware configuration and connectivity to the payment processors.

• Be sure to back up your database regularly. We also recommend ghosting your hard drive at

least after initial setup on your web servers. This will save a lot of time in the event of a hard drive

failure.

There is quite a bit of information from Microsoft and other vendors on scalability and redundancy. Be

sure to follow the links we provided in this document to learn more. If you have any questions, don’t

hesitate to contact Hypercom via http://hps.hypercom.com .


